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Support Vector Machine-Based
Endmember Extraction

Anthony M. Filippi and Rick Archibald

Abstract—Introduced in this paper is the utilization of support
vector machines (SVMs) to semiautomatically perform endmem-
ber extraction from hyperspectral data. The strengths of SVM
are exploited to provide a fast and accurate calculated represen-
tation of high-dimensional data sets that may consist of multiple
distributions. Once this representation is computed, the number
of distributions can be determined without prior knowledge. For
each distribution, an optimal transform can be determined that
preserves informational content while reducing the data dimen-
sionality and, hence, the computational cost. Finally, endmember
extraction for the whole data set is accomplished. Results indicate
that this SVM-based endmember extraction algorithm has the
capability of semiautonomously determining endmembers from
multiple clusters with computational speed and accuracy while
maintaining a robust tolerance to noise.

Index Terms—Endmember extraction, hyperspectral imaging,
remote sensing, support vector machines (SVMs).

l. INTRODUCTION

YPERSPECTRAL remote sensors acquire radiant flux

data in typically hundreds of narrow contiguous spectral
bands, yielding a continuous signature for each pixel in the
image [1]. Such data can be exploited to detect materials that
cannot be regularly distinguished via multispectral cameras
[2]. Endmember extraction algorithms can be applied to mul-
tispectral and hyperspectral remote sensor images to facilitate
the estimation of the subpixel fractional abundance of a given
material [3]. An endmember is an idealized pure signature for
a given class. In general, remote-sensing image pixels tend
to be mixed rather than pure [4]; sensor noise and within-
class reflectance variance translates into endmembers being a
conceptual convenience in real imagery [2], [5]. An endmember
may thus represent only one material (i.e., a pure endmember),
or it could contain a large proportion of a material, combined
with a distinctive mixture of other materials. Also, note that
there are usually many more endmembers than materials within
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a given scene. That is, for any given material type, exem-
plars may exist in an image corresponding to extremes of
the condition of that material (e.g., with respect to shadowing
or solar illumination, weathering, pigmentation, etc.). The net
effect is a potentially large number of endmembers for a single
material type [6]. This was addressed in [7], where endmember
variability was integrated into spectral mixture analysis via the
representation of each endmember by an endmember bundle,
or set of spectra. A simulated annealing algorithm was used to
derive endmembers as vertices of a simplex.

Endmembers can be extracted via manually driven methods
or semiautomated/automated algorithms. Manual/interactive
endmember identification methods (e.g., the pixel purity index
(PPI) algorithm [8], [9] and the manual endmember selection
method [10]) are often slow if significant human intervention
in the endmember selection process is required. In addition,
the final set of identified endmembers may be relatively human
analyst dependent. Therefore, a limited number of semiau-
tonomous/autonomous endmember extraction algorithms have
been proposed to date. For instance, Chang and Plaza [11] noted
a variety of shortcomings of PPl (e.g., ho guarantee of true
endmembers, no guidance for retention of endmembers, noise
sensitivity, no criteria for how to select certain parameters,
requirement of human intervention, computational complexity,
etc.) and thus developed an unsupervised fast iterative PPI
algorithm to address such issues. Other such automated or
semiautomated methods include the optical real-time adaptive
spectral identification system (ORASIS) [12], [13], convex
cone analysis (CCA) [14], iterative error analysis (IEA) [15],
N-FINDR [16], [17], the simulated annealing algorithm of
Bateson et al. [7] (noted previously), automated morphologi-
cal endmember extraction (AMEE) [18], iterated constrained
endmembers (ICE) [19], the sequential maximum angle con-
vex cone (SMACC) endmember model [6], vertex component
analysis (VCA) [20], and the single individual evolutionary
(SIE) strategy proposed in [21]. For example, ORASIS utilizes
a modified Gram-Schmidt code to factor the data matrix, and
a shrink-wrapping algorithm finds an outer simplex [13]. CCA
is rooted in the notion that radiance is a nonnegative quantity;
vectors composed of such spectra are linear combinations of
nonnegative elements that lie inside a nonnegative convex
region. CCA seeks to locate the region boundary points, which
can serve as endmembers [14]. IEA locates endmembers via
iterative unmixing. Ultimately, IEA will iterate until a prede-
termined quantity of endmembers is located [15], [22]. AMEE
exploits the spatial correlation between pixels and jointly con-
siders spatial and spectral information; it applies mathematical
morphology [23] to the spectral domain while maintaining the
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spatial characteristics. AMEE is based on the following two
parameters: a minimum and a maximum spatial kernel size
[18]. ICE is a statistical method of endmember determination
that employs regularization, and it is an iterative solution to a
nonlinear continuous parameter optimization problem. ICE will
terminate after a finite, although unknown, number of iterations
[19]. SMACC uses a convex cone model to represent vector
data; this convex factorization method locates extreme vectors
and employs them as endmembers. SMACC begins with a
single endmember and sequentially/incrementally increases in
dimension. Each new endmember is determined by the angle
made with the existing cone [6]. VCA is an unsupervised
endmember extraction method that is based upon the notion
that endmembers are simplex vertices and that the affine trans-
formation of a simplex is a simplex as well [20]. Reference
[21] used an SIE strategy for endmember search, where an
endmember set is considered to be an evolving population.
N-FINDR was employed in this research as a baseline algo-
rithm, as it is commonly in other endmember studies, and
will be briefly described in the following discussion. Although
various semiautonomous/autonomous endmember extraction
methods currently exist, the variety is still quite limited [18],
and new approaches with unique properties and the potential
for improvement should be considered.

Support vector machines (SVMs), introduced and developed
by Boser et al. [24] and Vapnik [25], have proven to be a pow-
erful method in solving supervised classification and regression
problems. The simple, yet elegant, idea behind SVM is to find
the optimal hyperplane that maximizes the margin between the
different classes. Kernels are used as computationally efficient
nonlinear transforms within SVM, thereby allowing complex
decision surfaces to be generated. Thus, SVM is considered to
be a kernel-based classifier method.

The hyperspectral community has embraced the SVM para-
digm to solve challenging problems [26]. Reference [27] has
utilized SVM sensitivity analysis for data-driven knowledge
discovery in order to provide a ranking of input band signifi-
cance. Reference [28] developed composite kernels to integrate
spectral knowledge into SVM classification. A complete theo-
retical and experimental comparison of SVM and other kernel-
based approaches, specifically geared toward hyperspectral data
classification, was performed by [29]. Reference [30] utilized
the structure of SVM to derive optimal training sets. This brief
summary only represents a sampling of the most recent research
on this topic.

Although SVMs have gained much popularity for classifica-
tion problems, they have only been applied to the problem of
endmember extraction in an extremely limited sense. The con-
strained least squares linear spectral mixture model (LSMM)
has been found to be related to the linear SVM (LSVM) and
to be equivalent, given certain circumstances (i.e., when the
same information is employed in their designs, and where the
same thresholding and normalization process are used). This
property has led to the proposed use of linear SVM for “pure
pixel” selection in [31] and [32] (reference [33] offered a further
proof for the equivalence of LSVM and LSMM and extended
the work of Brown et al. [31] and [32] by combining LSVM
and LSMM to produce a double-unmixing algorithm). It was

also noted that SVMs can handle instances where pure-pixel
sets for various classes overlap, as well as where nonlinear
mixing regions exist [32]. The other support vector approach
[34] utilized in this domain is support vector data description
(SVDD), which is related to SVM and was developed for one-
class classification [35], [36]. SVDD enables nonparametric
modeling of the distribution of spectra and the determination
of convex boundaries in high-dimensional space. The SVDD
endmember approach in [34] treats the spectra that lie on
the convex boundaries, the support vectors, as endmembers.
Support vector clustering (SVC) [37] is a clustering method that
can be seen as an extension of SVDD, with the added capability,
similar to the method proposed in this paper, of detecting multi-
ple clearly separated distributions. To our knowledge, however,
SVC has not been applied to the problem of endmember
extraction. Common among these methods based on or related
to SVM is their requirement to use the entire data set in a single
support vector minimization problem. The computational cost
of the support vector minimization problem grows as the square
of the number of samples. For large data sets, applying a
single SVM to the entire data set would be computationally
prohibitive. In contrast, the SVM-based method presented in
this paper is an iterative procedure that is based on small sub-
data sets, and can be used on large data sets; training multiple
SVMs is among the key properties that clearly distinguish
our proposed method from prior support vector approaches.
Furthermore, the proposed algorithm has an architecture that
is amenable to the parallel environment of high-performance
computing (HPC).

This paper introduces a support vector machine-based end-
member extraction (SVM-BEE) method. This method uses the
rich source of information contained within SVM in a variety
of different modes. First, a decision surface that approximates
the convex hull of each separated distribution is iteratively
generated through multiple applications of SVM on small sub-
sets of data. The support vectors that determine the decision
surface are, by design, close to the convex hull and provide the
necessary information to extract all endmembers. Second, the
number of separate distributions or clusters is found directly
from testing the connectivity of all the support vectors with
the decision function. Third, a dimension-reducing transform
is employed for each cluster by finding the lowest dimension
hyperplane that minimizes the total distance to the correspond-
ing support vectors. Finally, the endmembers are determined
by finding the simplex that minimizes the total distance to the
transformed support vectors.

SVM-BEE has many advantages that are inherited from
SVM. The computational cost of the method is minimal since
all optimization is done on a small sample size. High accuracy
is achieved because the data used in calculation, or support
vectors, provide an ideal representation of the convex hull.
SVM-BEE can determine distributions of various shapes by
exploiting support vector information, for multiple clusters as
necessary, from its decision surface algorithm. Using these
interesting points, we focus upon extracting simplex topol-
ogy in this paper, but SVM-BEE actually has no limitation
with respect to the shape of the distribution to which it fits.
This is a very advantageous property that lends the method
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flexibility and limits the potential for neglecting to extract a
given endmember. Finally, the method demonstrates consis-
tency and robust noise tolerance.

The outline of this paper is as follows. Section Il provides
a brief introduction to SVM in order to define the notation
necessary to explain SVM-BEE. Section Il is an explanation
of the SVM-BEE method with specific details of each stage.
Section 1V presents numerical results for SVM-BEE on both
synthetic and real data and compares this method to the well-
known N-FINDR algorithm [16], [17], as well as the SVDD
method [34]. We end with a discussion and conclusion in
Section V.

Here, we define some notation that will be consistent for
the remainder of this paper. The notation x is the standard
distance norm for a vector. The notation p;j is the ith band
of the jth pixel, whereas p; is the vector of all bands for the
jth pixel.

Il. SVMs

We present a brief introduction to SVMs with the intention to
define the notation necessary to explain SVM-BEE. For a more
detailed explanation of SVMs, we refer the interested reader to
[25]. Within the context of hyperspectral imaging, suppose that
Ns image pixels, each containing Ng spectral bands, can be
separated in two classes, notated as

{ 11},

Therefore, each of the sampled pixels belongs either to what we
will call in this paper the outer class

pj RN j=1,...,Ns. 1)

SOUtz{pjljz 11j=11 --1NS} (2)
or the inner class
Sin={pj:Ij=1,j=1,...,N5}. (3)

Given this setup, the solution to the SVM minimization prob-
lem that maximizes the margin between the two transformed
classes is found by solving

Ns 1 NS
min its il j «K(pj,Px) 4
] jk
with
Ns
i =0, 0 i C (5)

for some kernel function K and penalty parameter C. Since
the following algorithms are designed to completely separate
the two classes, the penalty parameter can be considered to be
infinite. It is noted that, for this paper, only the radial basis
function kernel is used and is defined as

K (x,y)=e XY727 (6)

Once the solutions of (4) and (5) are obtained, any pixel p
RNb can be classified by the sign of the decision function

Ns
f(p) = sign l; jK(pj,p)+b (7
j=1
where
1 Ns NS
b= Ne lj Ne e jK(Pj,Px)- (8)
Sj=1 S jk=1

Here, the support vectors are defined by {p; : =0, j =1,
..., Ng}. Additionally, the decision function defines a complex
decision surface as

={p:f(p) =0} )

which is the hyperplane in the range space of the kernel that
separates the transformed training data set into two classes.

I1l. SVM-BEE ALGORITHM

The SVM-BEE algorithm consists of three parts. First, a
decision surface is iteratively generated that approximates the
convex hull for every cluster within the entire range of sampled
data. The support vectors that define the final decision surface
contain a rich source of information by the fact that they are
a small subset of the data that collectively approximate each
convex hull of the whole data set and are individually located
near a particular cluster distribution edge. These support vectors
can be used in the second part of the SVM-BEE algorithm
to determine the number of clusters within the data set and
the dimension-reducing transform that describes each of the
clusters. Finally, endmembers can be extracted for each cluster
by determining the simplex that minimizes the distance to the
corresponding edge pixels (which are support vectors identified
to be on the distribution edge).

A. Decision Surface-Generation Algorithm

Suppose that we are given a hyperspectral data set, denoted
as S of Ng pixels, and Ng bands. A complex decision surface
can be generated using SVM as follows:

1) Randomly pick a small subset Sin

pixels of the hyperspectral data set.
2) Set the initial decision function f(p)=r p c
withc= ;g Pji/N and r =2max; s;, pj €.
Therefore, the initial decision surface ¢ is the sur-
face of the Ng dimensional ball with center ¢ and
radius r.

3) Sout is a set of 2NgN pseudopoints generated from S;,
and designed to always be outside the convex hull of each
cluster of the hyperspectral data set. Specifically

S of N Ns

Sout ={pj + iDT(p;)}

for pj  Sin, 1 =1,...,2Ng, such that ; is the solu-
tion of the equation ; = min{ [F(p; + DFf(p;)) = }
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with unit directional derivative D (pj) that is rotated by
90 in 2Ng mutually orthogonal directions and limited in
the sense

I R B 47
s i< /2.

Note that it is always possible to algebraically determine
the directional derivative from the decision function gen-
erated by SVM.

4) Implicitly determine the next decision surface  as de-
scribed in (9) by solving the SVM minimization problem
using Sin, Sout, and K as defined in (6).

5) For every pixel in the data set, evaluate the decision
function (7). If there exist pixels that have a decision
function value less than zero, then redefine S;,, with up to
N random points with a decision function value less than
zero and the support vectors identified in the previous
step, and repeat step 4. Note that picking random points
with function values less than zero provides a scattered
distribution of points, whereas picking points with the
lowest decision function value has a tendency to condense
Sin and hinder convergence.

6) Add N random points to Sj, from S such that their
decision function value is in the first quartile (i.e., the
current decision function is used to pick points that are
close to the estimated distribution boundary).

7) Set Sgut = Sout and update Sqy¢ as outlined in step 3)
with the decision function found in step 5).

8) If the decision surface movement is below a cer-
tain threshold, measured by max,x miny, , X
y < , then stop. Otherwise, go to step 4). Note
that, in practice, the change in the decision sur-
face is approximated by the change in the up-
dated set of pseudopoints, max, miny, , X Yy
MaXx So,c MiNy so X Y .

The only parameters necessary other than the lower limit of the
subsample size are , which controls the amount of deformation
in the decision surface, and , which controls how tightly
the decision surface will conform to the underlying sample
distribution. Both of these parameters are linked and can be
estimated by the average distribution density as

1
2 = = P
NNs X
Pj Sinx S

(10)

for givenin (6).

The default for the lower limit of the subsample size is
N = 4Ng. It is important for computational efficiency to keep
this parameter low, and it is further noted that this param-
eter does not effect the final estimation of the distribution
edge since the subsample size will naturally increase with
the number of support vectors to approximate complicated
shapes.

If the sample is a fusion of multiple nonoverlapping distribu-
tions, the decision surface is designed to isolate the convex hull
of each distribution. Thus, the number of separate distributions
is determined directly from the data and need not be known

a priori. However, if the distributions are overlapping, then
SVM-BEE will only isolate a set of pixels that are on the
edges of the combined distributions. In the future, we plan to
research algorithms that can detect both the type and number
of distributions from the information extracted by SVM-BEE
about the distribution boundary. Currently, the method is only
designed to detect distributions based on linear mixing of
endmembers.

Although noise may be present, at this stage, it is not neces-
sary to mitigate its effect. The goal of this process is to find the
minimal number of points that is needed to accurately describe
the convex hull of each possible distribution contained in the
sample.

B. Cluster Approximation and
Dimension-Reducing Transform

The decision function (7) and associated support vectors that
are a product of the generation of the decision surface are
the necessary input needed to determine both the number of
clusters in the hyperspectral data set and the corresponding
dimension-reducing transform.

The number of clusters is determined by the connectivity
of the support vectors. We say that two support vectors are
connected if there exists a continuous path between these
two points such that the decision function is never negative.
The numerical testing of connectivity is simplified because
the support vectors approximate the convex hull. Therefore,
it is sufficient to test only the linear path between any two
support vectors and use the transitive property to completely
identify all connectivity. Although the decision function is
known analytically, testing connectivity requires that the de-
cision function be evaluated along the linear path between
any two support vectors. However, since the parameter
controls the precision at which the convex hull is estimated,
it is only required that the linear path be evaluated at uni-
form points that are a distance of /2 apart. A cluster is
defined as a set of support vectors that are connected to each
other.

The entire data set can be clustered based upon the clustering
of the support vectors. If there is only one cluster of support
vectors, then it is not necessary to cluster the entire data set.
Otherwise, for each cluster, split the support vectors into Sj,
and Sout according to membership of the particular cluster
tested. Apply the resultant decision function to the data set, and
identify all points with a positive decision function value to be
a member of the particular cluster tested.

The dimension-reducing transform is performed on each
identified cluster of support vectors. There are many different
types of dimension-reducing transforms that could be used, but
to keep the continuity of the utilization of SVM, least squares
fitting of hyperplanes is utilized. Specifically, cluster points
are projected onto the lowest order dimensional hyperplane
in which the projected and actual points have a least squares
error less than the parameter  (an estimate of the noise in the
signal). This hyperplane is found using PCA decomposition.
Suppose that the eigenvalues of the PCA decomposition for
one particular cluster, sorted in descending order, are notated
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as{ 1, 2,..., NgJ- The total variance described by the mth
eigenvector is defined by the following function:

Ng
(m=m (11)

i=1

The appropriate dimension-reducing transform can be de-
termined by using the scree test, first proposed by
Cattell [38]. Suppose the function  begins to level off at
the point (m, (my)), then the dimension-reducing transform
will be the projection onto the first m, eigenvectors of the
PCA decomposition. We recognize that more sophisticated
dimension-reducing transforms exist (e.g., [2]), and developing
a more robust dimension-reducing method for SVM-BEE will
be a topic of future investigation. It is demonstrated for these
experiments, however, that the SVM-BEE method performs ad-
equately with the PCA transformation and is stable when scal-
ing the dimension (i.e., endmember estimation is not volatile to
reasonable changes in the dimension size). The use of PCA here
represents a simple baseline case for the dimension-reducing
transform step.

Note that after dimension reduction is performed, SVM-BEE
is designed to search for the number of endmembers that fits the
linear mixing model for this reduced dimensional space. Al-
though dimensionality reduction is not specifically needed for
SVM-BEE, it has the advantage of reducing the computational
effort, and it also fixes the number of endmembers that will be
found. Part of our future work will involve adapting SVM-BEE
to search for other mixing models, and we will use the existing
information determined by the decision surface algorithm to
provide flexibility in the number of endmembers that is sought
after.

C. Simplex Approximation

SVM-BEE is capable of determining distributions of vari-
ous shapes. Here, we describe how the information contained
within the decision surface algorithm can be utilized to extract
simplex topology from hyperspectral data.

Assuming the well-studied linear mixture model of hyper-
spectral data, any given pixel within the data set is a linear
combination of endmember spectra

Pij =  €ikCkj + (12)
K

where p;j is the ith band of the jth pixel, ejx is the ith band
of the kth endmember, cy; is the mixing proportion for the jth
pixel from the kth endmember, and is the Gaussian random
error that is assumed to be relatively small. Since c;j is the
mixing proportion for the jth pixel, we must have

Ckj 0 Ckj = 1 (13)
Kk

fork=1,...,Neand j = 1,...,Ns. Here, N is the number
of endmembers and is determined by the dimension (11) of the
reducing transform as Ne = m;,.

The decision surface algorithm is a data-driven iterative
procedure that can be used to find an excellent subset of the
hyperspectral data for approximating endmembers. In fact, if
pure endmembers are contained in the hyperspectral data set,
then, for sensitive  (control parameter for convex hull esti-
mation), these pure endmembers will also be contained within
the support vector subset. Even if pure endmembers are not
included, it is possible to estimate them from dimensionally
reduced support vectors. Within the SVM-BEE algorithm, the
decision surface-generation occurs multiple times. The first
application of the decision surface algorithm is to determine the
number of different clusters so that the appropriate dimension-
reducing transform can be done within each cluster. The sec-
ond application of the decision surface algorithm is done on
each dimension-reduced cluster with a slight modification to
determine the pixels on the edges of the cluster. As the decision
surface algorithm is executed, any pixel in step 3) that satisfies

< /2, for any of the tested directions, is classified as an edge
pixel. The set of all edge pixels identified during the execution
of the decision surface algorithm is what is used to approximate
the simplex geometry and, hence, the endmembers as explained
in the following steps.

1) Determine the initial set of N endmembers.

a) ey is the edge pixel that is farthest from the center of
mass of all the edge pixels.

b) Shift the origin by subtracting the first endmember e;
from the data set.

c) Forj=2:N. 1
i) €j is the edge pixel that is farthest from the origin.

ii) Normalize the data set by |e;].

iii) Rotate the data set with matrix multiplication by
R = (efe?,....ej° 1), where columns are mutu-
ally orthogonal with the first column set as e} =gj.

iv) Remove the first dimension from all the edge pixels,
andsetj =2:N 1.

d) en, is the edge pixel that is farthest from the
origin.

It is noted that if the edge pixels follow a linear mixing

model of (12) with =0, then this step will exactly

identify the true endmembers (assuming that the true

endmembers are contained within the set of edge

pixels).

2) Group all of the edge pixels according to the closest
hyperplane.

3) Update each hyperplane by finding the least squares
hyperplane solution to each of the associated groups
of edge pixels. Note that it is necessary that there be
at least Ne edge pixels in each group. This require-
ment can be satisfied in all cases by including all but
the jth endmember to the groups of associated edge
pixels.

4) Update each endmember by adding all vectors that
project that endmember to all associated hyperplanes.

5) Repeat steps 2)—4) until endmember update is negligible.

The simplex of the resulting endmembers of this algorithm is
that which minimizes the total distance to each edge pixel. The
vertices of this simplex are the estimate of the endmembers.
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D. Order of Computational Cost

The SVM-BEE algorithm almost exclusively uses the sup-
port vectors in the estimation of endmembers. The only instance
where the SVM-BEE algorithm uses the entire data set is in
step 5) of the decision surface-generation algorithm. Since the
number of pixels in a hyperspectral image Ns is significantly
more than the number of bands Ng or the number of sup-
port vectors Nsyp, step 5) of the decision surface-generation
algorithm dominates the computational order of the SVM-BEE
algorithm. Therefore, a reasonable estimate for the computa-
tional order of SVM-BEE is O(N;tNsu,zNgNs), where Nj;
is the relatively small number of iterations of step 5) during
the execution of the decision surface-generation algorithm.
This can be compared to the computationally dominant step
of N-FINDR [39], the repeated calculation of different simplex
volumes, which has a computational order of O(NitNg(Ng +
1)3Ns), where N is the number of iterations of the N-FINDR
algorithm. It can be seen that both of these methods will
benefit by reducing Ng and Ng through dimension-reducing
transforms and effective sampling of the hyperspectral image.
A note regarding an SVDD computational/memory problem
will be provided operationally in Section IV-D and, in more
detail, Section IV-E.

IV. EXPERIMENTAL EVALUATION OF THE
SVM-BEE ALGORITHM

The SVM-BEE algorithm is first presented on a simple
2-D problem so that the details of the procedure may be better
understood. The algorithm is then tested against the N-FINDR
[16], [17] and SVDD [34] algorithms on synthetic data. SVM-
BEE is also tested against N-FINDR using a real data set.
Throughout this paper, the parameters used in the SVM-BEE
algorithm are defined by the data according to (10) and (11).
Additionally, all data sets are normalized so that the average
Euclidean norm of the whole set is unity. This preprocessing
step does not change the characteristics of the data and is
beneficial to the stability of SVM and, hence, SVM-BEE.

A. Example: Multiple Simplexes

Suppose that a data set is generated from two separated sets
of endmembers given as

€1 = (1, 1) ey = (15, 2) €3 = (25, 125)

e1 =(3,3) e, =(4.75,4.25) e3=(4.753.5). (14)
Fig. 1 shows specific steps of the decision surface-generation
algorithm for a data set of size Ng = 3000, based on the
linear combination endmember spectra model of (12) and (13)
for the two sets of endmembers given in (14). The initial
conditions of the decision surface-generation algorithm shown
in Fig. 1(a) display the small set of points used to generate
a decision surface that encloses the whole data set. As the
algorithm progresses, the decision surface eventually morphs
to encircle each separate distribution of endmembers. It can
be seen in Fig. 1(c) that the final decision surface provides

Fig. 1. (a) Initial conditions of the decision surface-generation algorithm. Ten
points are picked from the total sampled points. The initial decision surface

o is the circle, and (green) each sampled point generates (yellow) four
pseudopoints, two in either direction of the radial projection of the sampled
point out to the decision surface and two in either direction perpendicular to
the radial projection. It is noted that extreme points or points farthest from
the center of mass of sample are purposefully chosen as initial conditions.
(b) Decision surface and resulting pseudopoints after the first iteration of the
algorithm. (c) Final iteration of the algorithm.
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(a)

Fig. 2.

(a) SVM decision surface with the support vectors for the first cluster defined to be Sj,, with the remaining support vectors defined as Soyt. Evaluation

of the decision function for each data point will return a positive value for each member of the first simplex. (b) Similarly, when the procedure is repeated for the
second cluster of support vectors, the membership of the second simplex can be identified.

(a)

Fig. 3.
distance to the edge pixels identifies the endmembers.

sufficient information to determine the connectivity of the final
set of support vectors. In this case, the support vectors have two
clusters, and this reduced set has the necessary information to
cluster the entire data set, as shown in Fig. 2.

Once the data set is clustered, the hyperplane that minimizes
the total distance of each cluster is determined. It is found
that the dimension of each hyperplane is the same as the
original data, and therefore, no dimension-reducing transform
is necessary.

Next, the decision surface algorithm is applied separately
to each cluster in order to determine the pixels on the edges
of each distribution. By construction, the support vectors of
the decision surface algorithm are often at the edges of the
distribution. During the execution of the algorithm, edge pixels
are identified when a point has solution < /2 for at least
one search direction in step 3). The set of all identified edge
pixels for each cluster is shown in Fig. 3(a), where it can be
seen that these pixels approximate well the convex hull of each
cluster. Finally, as shown in Fig. 3(b), finding the simplex for
each cluster that minimizes the total distance to the edge pixels
identifies the endmembers.

/>

(b)

(a) Edge pixels identified during the execution of the decision surface algorithm for each cluster. (b) For each cluster, the simplex that minimizes the

In this example, 2(Ng + 1) endmembers were properly
identified. For other endmember extraction algorithms, such
as N-FINDR, the upper limit on the number of endmembers
that can be identified is Ng + 1. The SVM-BEE algorithm, as
demonstrated in this example, does not share the same limita-
tion. The upper limit for SVM-BEE is Nc(Ng +1), where N¢
is the number of separate distributions or clusters.

B. Example: Noise Tolerance

The robust nature of SVM-BEE is demonstrated by the
problem shown in Fig. 4. Here, the first set of endmembers in
(14) is used to generate a linear combination of Ns = 3000
points, according to the model given (10) and (11), with a
signal-to-noise ratio (SNR) of 20 dB. Fig. 4(b) shows the edge
pixels identified by SVM-BEE. The outer simplex in Fig. 4(c)
minimizes the total distance to the edge pixels. However, as
expected from the noise, this outer simplex overestimates the
true endmembers. For this case, the simplex that minimizes
the total distance to the edge pixels is a biased estimator of
the endmembers. The correction of this bias is determined by
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Fig. 4. (a) Initial conditions of the decision surface-generation algorithm for

a set of 3000 points based on the linear model given in (10) and (11), with
endmembers given in the first set of (14), where the SNR is 20 dB. Here,
the green dots are sampled points determined to be support vectors, and the
yellow dots are pseudopoints. (b) Final edge pixels determined by SVM-BEE.
(c) Outer simplex minimizes the total distance to the edge pixels, and the inner
simplex is the bias correction. It can be seen that the inner simplex is a much
better approximation to the true endmembers, which are the red dots.

moving the simplex inward according to the SNR. The support
vectors are extreme points of the distribution, and therefore, it
can be assumed that these points will lie an average distance of

Rs

= 105NR/20 (15)

away from the true simplex. Here, the root mean square of the
signal is notated as Rs, and the SNR is measured in decibels
(dB). The inner simplex in Fig. 4(a) depicts the bias correction
and is a much better approximation to the true endmembers.

C. N-FINDR Overview

In this paper, the performance of SVM-BEE was compared
to that of the N-FINDR algorithm (version 3.1) [16], [17] for
a baseline comparison. N-FINDR “inflates” a simplex inside
the data set until the volume of the simplex is maximized.
N-FINDR assumes that the true endmembers are contained
within the data set, and therefore, the simplex “inflates” by
choosing vertices from the data set. Note that N-FINDR and
other endmember algorithms (e.g., PPI) assume that, for each
endmember, there exists at least one pure pixel within the
image, which is an assumption that may not be valid for
some scenes. Such algorithms thus determine the purest set
of pixels in the image data [20]. Reference [19] found that
N-FINDR and PPI endmember extraction performances were
particularly problematic when pure endmembers were absent in
an image. N-FINDR also essentially assumes that the number of
endmembers present in an image is known, which is rarely the
case [19]. Neither of these requirements applies to SVM-BEE.

Two user-defined parameters that N-FINDR requires are
as follows: 1) the maximum number of endmembers that
N-FINDR can identify and 2) an estimate of the sensor SNR. It
has been suggested that the maximum number of endmembers
parameter (maxEM) be set higher than the maximum probable
number of endmembers in the image. Setting this parameter
too high though can trigger an N-FINDR failure or a split-
ting of genuine endmembers. It has also been recommended
that average SNR be set high, at least at first. The number
of endmembers that N-FINDR will extract increases as the
SNR increases [40]. Note that since its original publication,
N-FINDR has been undergoing some proprietary modifica-
tions pertaining to optimizations of the code for speed and
accuracy [39], [M. Winter, University of Hawai’i at Manoa,
Honolulu, HI, private communication, May 2006]. SVM-BEE,
N-FINDR, and SVDD experiments were conducted using syn-
thetic hyperspectral image data, followed by a real Airborne
Visible/Infrared Imaging Spectrometer (AVIRIS) hyperspectral
image experiment, discussed in the following sections.

D. Example: Synthetic Hyperspectral Image Test #1

Laboratory-measured spectral library data were used to gen-
erate a synthetic hyperspectral image. We refer to this first
effort as synthetic hyperspectral image test #1. Sample re-
flectance spectra for human-made materials and soils were
taken from the standard Johns Hopkins University (JHU) Spec-
tral Library [Jet Propulsion Laboratory Spectral Library. URL:
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0.7 Aspen Leaf

Black Tar Roofing Paper
Brown Loamy Fine Sand
Brown Sandy Loam
Brown Silty Loam
Construction Concrete
Construction Tar

Fir Tree

Maple Leaf

reflectance

wavelength (um)

Fig. 5. Endmember spectra used for pseudoimage data set generation.
TABLE |
RELATIVE ERROR OF THE N-FINDR- AND SVDD-EXTRACTED AND SVM-BEE-ESTIMATED ENDMEMBERS TO TRUE ENDMEMBERS FROM
SYNTHETIC DATA AT FOUR DIFFERENT NOISE (SNR) LEVELS. FOR EACH ENTRY, THE FIRST RELATIVE ERROR VALUE WAS COMPUTED
WITH (16), WHEREAS THE SECOND VALUE [AFTER THE SLASH (/)] WAS COMPUTED WITH (17). FOR THE N-FINDR TRIAL RESULTS
GIVEN HERE, ACROSS ALL SNR LEVELS, THE MAXIMUM NUMBER OF ENDMEMBERS WAS SET TO TEN.
DASHES (- -) INDICATE THAT A GIVEN ENDMEMBER WAS NOT EXTRACTED
Relative Error
30 dB 20 dB 10 dB 5dB
Endmember N-FINDR SVDD SVM-BEE N-FINDR SVDD SVM-BEE N-FINDR SVDD SVM- N-FINDR SVDD SVM-BEE
BEE

Aspen Leaf 0.0062/0.024 0.0041/0.017 0.0043/0.017 - 0.012/0.045 0.013/0.048 - 0.038/0.17 0.036/0.14 0.072/0.29 0.071/0.27
Black Tar 0.037/0.018 0.013/0.0061 0.013/0.0062 0.085/0.041 0.082/0.039 0.085/0.041 0.23/0.11 0.21/0.090 0.23/0.11 0.39/0.20 0.38/0.18
Roofing

| _Paper
Brown 0.0043/0.020 0.0029/0.013 0.0028/0.013 0.010/0.048 0.012/0.050 0.010/0.048 0.034/0.18 0.032/0.15 0.054/0.25 0.050/0.020 0.052/0.024
Loamy Fine
Sand
Brown 0.0063/0.023 0.0032/0.012 0.0031/0.011 0.013/0.045 0.012/0.042 0.044/0.19 0.042/0.15 0.065/0.21 0.065/0.23
Sandy Loam
Brown Silty 0.0036/0.017 0.0021/0.010 0.0021/0.0098 0.011/0.050 0.0096/0.0046 0.0096/0.0045 0.030/0.13 0.031/0.15 0.054/0.27 0.054/025
Loam
Construction | 0.0045/0.026 0.0019/0.010 0.0019/0.011 0.0083/0.048 0.0081/0.046 0.0083/0.048 0.021/0.12 0.018/0.099 0.020/0.11 0.035/0.20 0.037/0.24 0.035/0.20
Concrete
Construction 0.013/0.063 0.0099/0.057 0.062/0.37 0.057/0.33 0.12/0.63 0.10/0.57 0.21/1.2 0.22/1.2
Tar
Fir Tree 0.0035/0.015 0.0030/0.014 0.0030/0.013 — 0.010/0.042 0.011/0.045 - 0.032/0.12 0.033/0.14 0.061/0.23 0.063/0.27
Maple Leaf 0.0034/0.018 0.0026/0.014 0.0023/0.012 0.0091/0.047 0.011/0.059 0.0097/0.050 0.028/0.14 0.030/0.18 0.028/0.14 0.052/0.31 0.049/0.25

http://speclib.jpl.nasa.gov/ (URL last updated September 24,
2002; URL last accessed July 30, 2008)], and sample vegeta-
tion spectra were obtained from the United States Geological
Survey (USGS-Reston) Spectral Library (e.g., [41]). All library
reflectance spectra were spectrally subset and convolved, using
a Gaussian filter function, to 276 bands in the 420-2500-nm
wavelength range. The laboratory-based spectra/endmembers
that were used were aspen leaf, black tar roofing paper, brown
loamy fine sand, brown sandy loam, brown silty loam, con-
struction concrete, construction tar, fir tree, and maple leaf.
Fig. 5 shows all the endmember spectra used for generating the
pseudoimage data set.

The simulated data set consisted of 256 256 pixels, where
each pixel was a random linear mixture for two clusters of
endmembers. The first third of the data set was generated
from the random linear mixing of the three man-made-material
endmembers, and the remainder of the data set was generated
from the linear mixing of the six natural-material endmembers
using the model given in (12) and (13), where, again, the mixing
proportions were random. Thus, there were no pure endmember

pixels in the simulated data set. Gaussian noise was imposed,
resulting in synthetic images with four different SNR levels,
namely, 5, 10, 20, and 30 dB. Both SVM-BEE and N-FINDR
were applied to these synthetic-image data for endmember
extraction.

Table | compares the relative error of N-FINDR- and SVDD-
extracted and SVM-BEE-estimated endmembers to the true
endmembers, or
(16)

eest etrue / etrue .

Note that since the spectra used in this synthetic-data ex-
periment are in reflectance units, they are actually implicitly
normalized; we therefore computed the following additional
error measure:

€est  Ctrue

(7

which may also be of utility in the quantitative evaluation of
the extracted endmembers. Thus, relative error values computed
using both (16) and (17) are summarized in Table I. It can
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be seen from Table I that SVM-BEE accurately estimates all
the endmembers even with substantial noise. Fig. 6 qualifies
this statement by displaying the SVM-BEE estimation for the
most extreme case, where the SNR is 5 dB. Although the
final estimated endmembers suffer from the added noise, they
capture the signal structure of each true endmember.

SVDD produces results similar to those of SVM-BEE, with
SVDD performing at a slightly lesser level, particularly in
the most extreme cases of SNR. However, it is noted here
and explained in greater detail at the end of the next section
that SVDD could not be applied to the entire scene due to
memory requirements. Thus, to address this problem and limit
the amount of data with which SVDD had to contend, for this
synthetic data set, as well as the synthetic data set used in the
following section, we applied the SVDD method to subsets
of the synthetic image that contained the true endmembers
and maintained a uniform sampling of the range of fractional
abundances. The problem with the memory requirements of
SVDD highlights one of its major differences with SVM-BEE.
Because SVM-BEE trains SVMs only on small subsets, the
problems associated with training an SVM on the entire data
set are avoided.

It is noted that some endmember estimations have relative
error that is significantly greater than others. This is a direct
result of how the noise was added to the system. Random
noise was added after the linear mixture of the signals at a
constant power relative to the average power of all the true
endmembers. Thus, endmembers such as black tar roofing
paper and construction tar that have low power actually have
a much lower SNR.

Using the same JHU/USGS spectral library-based synthetic-
image data, at the same varying noise levels, the N-FINDR
algorithm was run to extract endmembers. The N-FINDR
synthetic-image experiments proceeded as follows: For each
SNR level [i.e., 5dB (3.16:1), 10 dB (10:1), 20 dB (100:1),
and 30 dB (1000:1)], N-FINDR was run three times such
that the user-specified maximum number of endmembers varied
from 10 to 12 to 15, resulting in a total of 12 N-FINDR
synthetic-image trials. Note that these upper limit values are
greater than the actual number of endmembers in the synthetic
image (which was nine), so the number of endmembers that was
returned was N-FINDR determined rather than user specified.
These values were set as per the N-FINDR recommendations,
as noted in Section IV-C [40]. In addition, for all synthetic
N-FINDR trials, a bad-pixel detection and removal algorithm
was enabled. N-FINDR compares endmember and average
image spectra; bad pixels are considered to have single-band
spikes in their spectra. If bad pixels are not removed, N-FINDR
will identify such pixels as endmembers [40] (nhote that bad-
pixel removal is not a preprocessing step of SVM-BEE, as
discussed in the following discussion). Also, in accordance
with [11], for example, endmember averaging, where groups
of pixels with similar spectral features are averaged, which
is sometimes performed to reduce noise, was not performed
here with any of the endmember extraction algorithms in order
to facilitate a direct comparison of algorithm performances.
This also applies to all other experiments conducted in this

paper.

Fig. 6. SVM-BEE estimation of endmembers based on the synthetic data set
for (a) fir tree and (b) black tar roofing paper for the case when the SNR is
5 dB, as well as at other noise levels. (c) Results of the scree test for each
cluster. It is clear that the number of endmembers will be six and three for the
natural- and man-made-material clusters, respectively.
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