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Problem Statement: Factorization 
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Ax = b PA = LU Ly = P-1b Ux = y 

GETF2	 TRSM	 GEMM	



Problem Statement: Algorithm 
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Ax = b PA = LU Ly = P-1b Ux = y 
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Problem Statement: Mapping to Hardware 
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Ax = b PA = LU Ly = P-1b Ux = y 
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From Code to DAG 

11/16/15, Austin, TX, USA ScalA 2015 5 

GETRF(A[1:n,	1:n])	{	
	for	i	=	1,	nb,	2*nb,	…	{	
	 	GETF2(A[i:n,	i:i+nb])	
	 	TRSM(A[i:i+nb,	i:i+nb],	A[i:i+nb,	i:n])	
	 	GEMM(A[i:n,	i:i+nb],	A[i:i+nb,	i:n],	A[i+nb:n,	i+nb:n])	
	}	

}	

GETF2(A[1,1],	A[2,1],	…)	
TRSM(A[1,1],	A[1,2])	
TRSM(A[1,1],	A[1,3])	
GEMM(A[2,1],	A[1,2],	A[2,2])	

Start	with	canonical	code:		

Unwind		the	func:on	calls:	 Track	dependences:	

The	func:on	calls	and	their	dependences	form	a	DAG.	



Matrix-View of Dependences 
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GPU	

Xeon	
Phi	



From Code to DAG 
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Asynchronous Algorithm 
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Panel	factoriza:on	

Pivo:ng	(row	swaps)	

Triangular	solve	

Matrix	mul:ply	(Schur	complement)	

Schedule	tasks	according	to:	
	-	data	sizes	
	-	hardware	weights	
	-	affinity	
	-	perform	lookahead	



Main Features of the Scheduler 

•  Resource capability weight for the task 
– w(kernel, device) 

•  Adaptive scheduling with weights 
•  Dynamic lookahead 
•  Enhanced task priorities 
– Regulates lookahead (DAG exploration order) 

•  Transparent data movement 
– Uses (and tracks) asynchronous data transfers 

•  Dynamic data redistribution 
– Data is moved as needed and only if needed 
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Runtime Scheduler Loop 
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def	main_thread_loop(user_code,	queues,	threshold):	
	#	if	there	are	enough	tasks	for	cores	
	if	queues.total_length()	>	threshold:	
	 	#	resume	user’s	code	for	submitting	tasks	
	 	task	=	user_code.get_next_task()	
	 	q	=	queues.find_closes_queue(task.devices())	
	 	q.insert(task,	task.priority())	
	else:	
	 	task	=	queues.steal_task(main_cpu)	
	 	#	if	tasks	available	for	stealing	
	 	if	not	task.is_empty():	
	 	 	task.execute()	#	execute	single	task	
	 	else:	
	 	 	queues.wait_for_tasks()	



Effect of Dynamic Scheduling 
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Performance: Kepler K20 
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Performance: Xeon Phi 
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Performance: Xeon Phi + Kepler K40 

11/16/15, Austin, TX, USA ScalA 2015 14 



Summary of Contributions 

•  Fine- and coarse-grained tasks for scheduling 
•  Capability weights for hardware description 
•  Unified scheduling across CPUs, GPUs, and 

coprocessors 
•  Synchronous memory-transfer model with 

transparent asynchronous progress 
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